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• Pretrained models for leaf counting do not generalise well on new 
and unseen datasets (domain shift). Naïve solution: fine-tuning.

• Most of the Domain Adaptation (DA) approaches require 
annotated data from source and target datasets.

• They also assume to have access to the source dataset.
• We build upon  ADDA (Tzeng et al. 2017), performing blind domain 

adaptation on a regression problem.

• First DA applied to plant phenotyping problems.
• We do not have direct access to the source dataset. Only image

features and the distribution of the labels is known
• Introduce a multi-output regression layer with logistic activation:

1.allows the learning of a distribution over the leaf counts;
2.allows  (quasi-)integer predictions.

Our main contributions:

Motivation and Contributions

Network Design

• The feature extraction CNN is a ResNet-50 (He et al., 2016).
• The Leaf Counting Network (LCN) has 3 dense layers: 1024-512-50.
• The output of each node in the multi-output layer is in [0,1].
• The final count is obtained by summing the nodes in the last layer
• We add an extra loss to encourage (quasi-)integer predictions

Adversarial Domain Adaptation
• A discriminator classifies whether image features 

come from source  𝒳" or target data 𝒳#.
• Only the features of 𝒳" are known.
• We also introduce a KL-divergence cost to prevent 

posterior collapse (same leaf count for all the target 
domain images).

• 𝒑𝒔: average of the multi-output layer computed on the source 
domain labels (only this distribution is known during DA).

• 𝒑𝒕: average of the multi-output layer computed on the predicted 
target domain labels.

• 𝒎: size of the multi-output layer (50 in our implementation)
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Discriminator Architecture

Experimental Results
• We used A1, A2, and A4 images from CVPPP 2017 dataset (all Arabidopsis) 

as training set (referred as CVPPP*).
• As a pre-processing step, we normalise the image intensities in [-1,1].
• As a first test, we validate our multi-output regression layer.

Intra-species experiment: from CVPPP* to Cruz et al. (2016) 
[Arabidopsis Images]

Inter-species experiment: from CVPPP* to Uchiyama et al. (2017) 
[Arabidopsis and Komatsuna Images]

Conclusions
• We presented a domain adaptation approach based upon ADDA.
• We do not assume direct access to source domain data (blind DA).
• We introduced the multi-output regression, allowing learning a 

distribution over labels and (quasi-)integer predictions.
• We demonstrated that blind domain adaptation works for regression 

problems and can be applied in plant phenotyping.
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• We perform our experiments with two different adversarial loss functions:
§ XE: cross-entropy
§ LS: least mean squared


